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Abstract

It has often been claimed that there is not enough information in the evidence available to children for them to
determine the grammar of the language they are learning, unless they come equipped with innate prior
knowledge of possible structures (Chomsky, 1965, 1984). Early work in syntactic theory rejected the proposal
that syntax could be learned using statistical inference, but here it is shown that a more sophisticated form of
statistical inference than those previously considered, namely minimum description length, can decide which of
several competing grammars is the most appropriate description of abody of language data, and that it can do so
with minimal prior knowledge of language structures. The minimum description length principle trades off a
preference for simple grammars against a preference for grammars that account well for observed data. This
allows grammars that make appropriate generalizations given the available evidence to be identified, and

suggests that strong innate constraints may not be necessary to account for the acquisition of syntax.
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1 Introduction

Knowing when to make generalizationsis necessary if the syntactic system of a languayeis
to be inferred from observations of sentences in tha languagye Therefore undestanding
which generalizations are suppoted by linguistic daa, and which are nat, gets right to the
core of syntactic theory. Chomsky (1965)was influential in arguing tha the daa available to
children does not provide sufficient information to alow the undelying grammars of
languayes to be determined, unless the generdizationstha children consder are condrained
by innae prior knowedge This has led to the paameter setting theory of syntax, which
proposs that the syntax of all languages is based on an innae Universal Grammar, and can
vary in terms of only a limited number of parameters (Chonmsky, 1984 1995,2002) In this
pape it is shown tha if we adopt a more sophisticated method for making statistical
genedizations than thoe consdered and rejected by Chomsky (1956 1957 1959 19695,

then agreat deal of syntactic structure can beinferred with minimal prior knowedge

Chomsky (1957)discussed what the god of a syntactic theory should be He suggested that it
would be desirable to be able to take a corpus of data and apply a mechanistic procedure
which produed a correct grammar, or failing tha to at least be able to determineif a given
grammar was correct. However, he conduded tha such procedures were too demanding, and
so we should settle for an evauation procedure that would determine which of two or more
grammars was mog suitable with respect to a corpus Chomsky (1965) later consdered the
acquisition of syntax by children, and suggested that the god of syntactic theory should be to
form the basis of an account of how children are able to determine the syntactic system
undelying the languaye they are learning. This paper shows how the minimum description

length princdple (MDL) can beused asthebasis of an evaluaion procedure for grammars that



has the potentia to provide onecomponent of an explanation of the acquisition of syntax by
children. MDL, which is discussed in deail in section 2, is a statistical prindple that can be
used to score grammars in terms of how well they describe daa It prefers both smpler
grammars and grammars tha account better for obsrved daa, leading to an overdl
preference for grammars that make generdizations tha are appropriate given the evidence

available.

Central to the debate over what form a syntactic theory must take has been the Qoverty of the
stimulusOargument. Chonsky (1965 questioned how complex grammars could be acquired
if the only evidence available to children were utterances produced by other speakers. Such
data gives no direct cues to the structure of sentences, or to the various categories of words
that they contain. Chonsky (1995) stated that @ven the mogt supeficia look reveas the
chasm tha separates the knowledgeof the languaye user from the data of experience.Q(p. 5).
The proposd solution to this problem is tha children come equipped with innée prior
knowledge of the genea chaacter of a grammar (Chomsky, 1965) or parameterized
universal grammar rules (Chomsky, 1984*. This argument was backed up by Gold (1967,
who proved tha without negaive evidence (an indication of which sentences are
ungrammatical) languayes are not @earnable in the limitQ unless the class of languayes which

thelearner may congder isrestricted a priori, for example by innae knowedge

However, Gold@ result appears to hold only if we reject statistical inference, and insist on
our criterion for successful learning beng reaching a point where it is certain tha a correct
grammar has been learned. While Chomsky (1955, 1957 1959,1965) argued tha statistical
procedures could not account for the acquisition of language, he only consgdered simple

statistical inference over surface paterns Bod et a (2003) note tha Gt is a common



misconaeption that probabilities can be recorded only over surface structure (p. 7-8).
Manning (2003) states that G is now possible to add probabilities to any existing linguistic
moddQ(p. 308), which implies tha statistical grammars can achieve anything that is possible
with an equivalent nonstatistical grammar, but tha they have the advantage of the extra
power derived from the ability to make statistical inferences. The argument of this paper is
not however tha dtatistical inference in genea solves the problem of how to make
appropriate generalizations (Bod (2003) notes that we till have the problem of finding the
relevant syntactic condituents to attach probabilities to.) Our point is tha MDL provides a
prindpled method for evaluaing the appropriateness of linguistic generalizations and tha it

does so in away tha is more genera than can be achieved with any other approach.

Contrary to Gold, Feldman et a (1969)proved tha if grammars are statistical, and utterances
are produced with frequendes corresponding to the grammar, then languages are learnable.
While unde Feldman et al® learning scheme it is not possible to be certain when a correct
grammar has been learned, as more daa is observed it becomes more and more likely tha a
correct grammar will be identified. They were able to achieve this result by usng an
evaluaion measure for grammars tha could be seen as a form of the MDL prinaple. Chaer
and Vitalnyi(2007) extended this result, and arguethat an Gdeal learnerCcan learn alanguaye

from postive daa aone so longasthereis enoudh daaavailable.

Pinker@ (1989 gives a conaete example of the difficulty of making appropriate linguistic
genedizationswith an in depth discussion of English verb subctegorizations Verbssuch as
give alternate between the prepostiond (1a) and the doubke object (1b) daive condructions
but there is a class of verbs such as donagt, which can only appear in the prepostiond

condruction (compare (1c) and (1d)). Novd verbsare used produdively, so it is not the case



tha children only use verbsin the congructionsin which they observed them, butnor do they
typically receive reliable feedback when they use words incorrectly (Gropen et al, 1989)
How therefore do we know when to make the generdization tha a word heard in one
condruction can be used in another? We could rule out all verb argument structures that we
had never heard, but tha does not account for the produdive use of novd or rare verbs
Furthermore, why choos to make the generalization at thelevel of verb argument structures?
Why not rule out novd sentences, novd verb-noun paringsor novd conjugaionsof averb?
We have the problem of both knowing how often something has to not occur for it to be
ungrammatical, and of deciding at what linguistic level to look for its non-occurrence.

(1) a. Johngave apantingtothe museum.

Johngave themuseum a panting.

Johndonded a panting to the museum.
*Johndonded the museum a panting.

coo

Pinker@ work illugrates the kind of issuethat researchers in syntax are most concerned with.
Syntacticians typically take a small set of (often very complex and unusud) sentences tha
they use to illudrate a paticular syntactic phenomenon, and they then devise a set of rules to
explain why some of the chosen sentences are grammatical and why others are not The
chosen sentences only represent a tiny propottion of the kinds of structures in naurally
occurring speech or writing, but thisis not generdly a conaern for syntacticians as they are
primarily interested in the linguistic competendes of individuds, and these may be best
undestood by studying a small range of structures in depth. If a larger and more
representative corpus of daa were consdered, it would not be possible to fully account for

thegrammaticality of all the sentencesit contained.

There is however another body of researchers who study syntax, and who use quite different
methodobgies and focus on a different type of daa These researchers are computationd

linguists, who typically try to account for structure in a corpus and who usudly assess the



success of their work usng quantitative metrics. The work in computationd linguistics which
is mog relevant to the present proposl is tha which takes a corpus of naurally occurring

languaye, and tries to indue some form of grammar tha characterizesit.

Klein and Manning (2002, 2004) reported systems tha could identify the condituent and
dependency structures of a significant proportion of sentences in natural language corporain
a completely unsupavised and uniformed way. (Tha is, nether any explicit indication of the
correct structures, nor any information specific to the languaye of the texts was provided.).
This is clearly an important result, as it demondrates that a lot of languaye structure can be
learned without much prior knowledgeof possible structures, and Klein and Manning (2004)
note that their work therefore undemines the @overty of the stimulusQargument. However,
Klein and Manning® work did not address the issue of how to generalize from obsrved
sentences in a way which would allow predictions to be made about which novd sentences
are grammatical and which are nat, so it does not directly address the problem of

generdization tha isthefocusof this pgper.

Other researchers, induding Redington et a (199B) and Clark (2000) have reported systems
tha are able to form syntactic word classes based on corpus daa (agan usng completely
unaupevised and uninformed algorithms). These systems clugered words tha appeared in
similar linguistic contexts, so forming syntactic word classes. The syntactic context was taken
to be the word immediately preceding and following each occurrence of the target word,
which captured information about the kinds of linguistic contexts in which each target word
typically occurred. Ingection of the inferred word classes showed tha they correspondel
closly to thekindsof word classes (and subdasses) typically proposd in linguistic anadyses.

This work therefore clearly shows tha distributiond information provides a powerful cueto



language structure, but agan it does not directly address the issue of how to generalize from
obsrved sentences in a way tha alows predictions to be made conaerning which other

sentencesin thelanguaye are grammatical.

While there is genedly little interaction between syntacticians and computationd linguists,
this pgpe proposs tha MDL can be used as a tool to explain the kinds of daa in which
syntacticians are interested, even though MDL bears more similarity to work undetaken
within computationd linguistics than it does to other approaches syntactic theory. Thegod of
this paper is to show how MDL can account for the kinds of generalizations tha mug be
made by language learner's in order to determine the grammatical system undelying the
languae tha they are learning, rathe than to extract structure from any particular corpus of
data. It should be noted tha the peformance of the best cognttive modds falls well bdow
tha of humanson aimog al tasks (Chater and Vitalnyj in press) and thisis certainly true of
al cognitive modds of languagge Languayes are hugdy complex systems which we only
patially undestand, so the results presented bdow focus on only very restricted aspects of
language, and are applied to corpora of data that are greatly simpler than the corpora of
naurally occurring language that are typicaly used by the computationd linguistics
community. We do not, however, go so far asto propo that the algorithm we present hereis
avalid cognitive modd. While we arguetha MDL can accountfor some aspects of human
behavior (tha is aspects of languaye produdion and people® judgments concerning the
grammaticality of sentences), it seems premature to propose any cognitive mechanism by
which such a procedure could be implemented. Tha may have to wait at least until we reach

a point where we can adequéaely describe the static competence of an adult spesker.



2 Minimum Description Length

The argument tha Pinker (1989) makes with respect to verb subcategorizations ges to the
core of thelearnability problem Bhow do we decide which generaizationsare reasonéble and
which are not MDL (Solomonoff, 1964a b; Wallace and Boulton, 1968; Rissanen, 1978)
provides a prindpled and elegant solution to this problem, by allowing usto compae how
well alterndive theories are suppoted by a body of observed data When applied to syntax,

the @heoriesOwill be grammars, and the @atalsentences of alanguaye

The MDL prindple is tha we should prefer explanaions tha allow the simplest overall
explanaion of the daa. Crudally, it takes account both of how complex a theory is, and of
how much information it takes to accountfor the data given tha theory. This meansthat an
MDL evaluaion measure will prefer grammars that capture general paternsin thedaa, as it
will then only be necessary to specify each of those regularities once in the grammar, rather
than each time they appear in the data. However, MDL also has a preference for smpler
grammars, so enduring that only rules tha capture significant regularities in the data improve

theoveadll evauaion.

Fig. 1 illustratestheMDL prindiple graphically?. The preference for smpler grammars favors
more general ones, with fewer restrictions on possible sentences. However, the measure of
how much information it takes to describe the daa favors grammars tha incorporate more
restrictions as more condraining grammars reduce the numbe of choices tha need to be
specified in order to recreate the data. The key benefit of the MDL prindple is that it trades
off these opposng pressures for specificity and generality, and so assignsthe lowest scores®
to grammars tha have an appropriate level of genedlity with respect to the ob%rved

sentences.
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Figure 1. The MDL principle. Each observed sentence is represented as a black dot, and a grammar is
represented as one or more circles, delineating the range of sentences permitted by the grammar. Simple
grammars only weakly constrain observed data and do not capture structure (top right). Very complex grammars
constrain observed data very tightly, but do not generalize beyond it (bottom left). The grammars with the
shortest coding lengths will be those that trade off simplicity and constraints on data, thereby both finding

structure and generalizing beyond observed data (bottom right).

For any set of sentences, we can condruct a very simple grammar tha contains no
information about any regularities, but which smply states that any combination of wordsis

avalid sentence. The grammar itself would thusreceive a very goodevauaion, as it would



be very smple. However, because the grammar contains no information about the observed
sentences, the amount of information needed to pecify them would be very high. Therefore
the overal evaluation of such a grammar would be poor. At the opposte extreme, we could
have a grammar tha simply listed al the possible sentences, and did not allow any other
sentences to be grammatical. In this case, the evaluaion received for the daa would be very
good, because the only information necessary to describe it would be to say which of the
sentences occurred where. However, the evaluaion for the grammar would be very bad, as it
would need to contain every single observed sentence, and so would need to be very complex.
Theoveal evaluaionwould therefore be very poor in this case too. MDL can be expected to
favor a midde level beween these two extremes, so tha it prefers grammars tha both

capture regularities in the data, and make generalizationsbeyondthe oberved sentences.

The MDL prindple can be derived from BayesOrule, which allows the relative probability of
aternaive hypoteses h to be assessed in thelight of some observed data that they described.
The poderior probability of a hypohesis P(h|d) (its probability given the daa we have
observed) is directly propationd to the produd of its prior probability P(h) (how likely
hypothesis h was considered to be before any daa was observed) and the likelihood of the
data P(d|h) (how likely we would have been to have observed tha daaif hypothesis h were

correct):

P(hld)! P(h)P(d|h) @)

In the cases that will be consdered here, each h will be a grammar, and d a nunber of
sentences tha it describes. This equdion allows us to use some example sentences to
determine which of two alternaive grammars is more likely to be correct, butit can only be

applied if we have a way of determining a prior probability for each hypohess, and of
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calculating the likelihood of the daa unde that hypothesis. MDL addresses these problems
by making a link between probability and amourt of information, usng information theory
(Shannon,1948) In information theory, the amount of information conveyed by a messagem

can bederived from the probability of encountering that message

I (m) =" log, P(m) (€)

Therefore unlikely messages convey more information than likely ones. This quantity of
information correspondsto the amount of information needed to represent the message in a
minimally redundant form, and as thelogaithm is taken to base two, the units of information
will be bits. Often this equaion will result in a fractiond numbe of bits, but this is
theoreticaly unpoblematic because arithmetic coding (Rissanen, 1976; Rissanen and
Langdon,1979)allows messages to share bits. This alows, for example, two messages of 1.5

bits each to be encoded usng atotal of 3 bits.

We can trandorm equdion (2) by subdituting for the probabilities on the right hand side
usng (3), which results in equaion (4). This equaion now relates the pogerior probability of
a hypothesis to the sum of the amount of information in both a minimally redundant form of
the hypothesis itself, and in the data when it is encoded in a way tha makes optimal use of
the information contained in the hypohesis. The grammars tha have the highest probability
in the light of the observed daa will therefore be thos tha minimize the amount of
information needed to encode both the grammar and the daa, given the description of the

daatha is embodied in the grammar.

P(h |d) n 2! (I(h)+1(d|n)) @)
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MDL therefore avoids the difficult problem of deciding on an appropriate prior probability
for each grammar, because this is now deermined systematically by the amount of
information needed to encodeit. It shoud be noted, however, tha this does not imply tha
MDL is a truly objective evaluaion measure for grammars. Subjectivity (or prior bias) is
hidden in theformalism chosen to represent and encode grammars, and in the scheme used to
encode the daa These mug be agreed in advance, and the same scheme used when
evauaing aterndive grammars for a given daaset. However, onae a grammar formalism
and encoding scheme have been fixed, MDL provides a highly sophisticated and princpled
method for evaluaing alternaive grammars which, as will be shown in section 5, can be

sendtiveto very subtle cuesto lingustic structure.

Thebasis of theMDL prindple, tha isfavoring grammars that allow for the smplest overall
representation of a grammar and of sentences encoded usng tha grammar, was developed by
Solomonoff (1960, 19644 b). Solomondf (1960 even proposd tha this prinaple could
address the problem of learning in the absence of negaive evidence. However, the version of
MDL proposd by Solomonoff was too complex to ever be used in practice. The first
implementation of alearning system usng aform of MDL was Wallace and Boulton (1968)
although Rissanen (1978) has probably been more influential in promoting its use as a
practical procedure for machine learning, and mogs implementations of the MDL prindple

are based on hiswork.

There are various complicating factors in MDL that go beyond the scope of this paper, but
which can aid either the efficiency of implementations of MDL, or lead to evaluaion
procedures tha give a more reliable measure of how good a description of some daa a

grammar is. These differences accountfor variationsbeween the approaches of, for example,
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Solomonoff (19644 b), Wallace and Boulton (1968) and Rissanen (1978) and the various
different names used for MDL procedures in the literature (for example minimum message
length, Kolmogormov complexity, Bayesian). It should be noted tha while all versions of
MDL are based on the prindple of learning by finding the shortest possible encoding of data,
some versionsdiffer somewha from how MDL is presented in this pgper, are notal versions
are drictly Bayesian (GrYnwald, 2005. Here a simple version of MDL, based on Ellison
(1992) is used to provide a clear expostion of the general prindple’. The differences

between the variants of the MDL prindple are not important to the argument made in this

paper.

MDL is related to maximum likelihood estimation (Dempger et al, 1977) in which a set of
parameter values tha maximize P(d|h) is selected. In mog applications of maximum
likelihood estimation, the parameters to be estimated are numeric, but they can equdly well
be structural parameters such as grammar rules. We can see maximum likelihood estimation
as beng a special case of MDL in which the a priori probability of al hypoheses is equd,
allowing usto ignote the P(h) term in equaion (2). However, in this case, the best prediction
of the observed data will be obtained smply by memorizing it, and then predicting tha we
will see exactly tha same daa agan. In the case of grammar learning, thisimplies learning a

grammar tha allows only the observed sentences and no others.

In order for maximum likelihood estimation to result in modds tha make generdizations it
is necessary tha the parameters tha are estimated mug not be able to predict the daa exactly.
If thisisthe case then theresulting modd will necessarily make some generalizationsbeyond
the observed daa In the case of learning grammars, we could place a restriction on the

number or complexity of rules, which would prevent a grammar beng learned tha
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completely specified al the alowable sentences. The more rules we alow a grammar to
contain, the more closely it can potentially condrain the daa, and so the less generaization
we could expect. An appropriate level of generaization would be achieved only if the limit
on the numbe of rules was set appropriately, but this removes the decison ove the
appropriate level of generalization from the generalization metric, and requires that it be set
externdly. Maximum likelihood estimation does not therefore select an appropriate level of
genedization given observed daa, and so it does not solve the problem of generadlization in

syntactic theory.

Another related approach is the maximum entropy prindple (Jaynes, 1957) which is aso an
information theoretic method. This approach requires tha we know (or are able to estimate)
some features of the comrect modd. It then provides a prindpled method for predicting
unknown paameters, which is to choo® thoe parameter values tha place the fewest
condraints on daa, but which are still congstent with the selected features. Each feature
corresponds to some propaty of the observed daa, but the maximum entropy prindple does
not provide any method for determining the set of features to be used, so it does not in itself
define a complete procedure tha can be used to make geneaizationsbit only provides one
pat of the solution. It is typically used to learn numeric paameters, and it not clear how it
would be applied to learning grammar structure, which is the issue addressed here. The
maximum entropy prindple is in many ways the opposte of maximum likelihoodestimation,
as it prefers grammars tha condrain potential data as little as possible, while maximum
likelihood tries to condrain the ob%rved daa as closly as possible. Unlike MDL, both
techniques require condraints on generalization to prevent overly genera or overly specific

grammars from beng learned.
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This is certainly not the first pgper tha has applied MDL to languaye Stolcke (1994 and
Langley and Stromsten (2000 both showed that simple phrase structure grammars for
fragments of English can be learned usng MDL. This work was technically very similar to
the MDL learning system reported in this paper, but was not placed in the same theoretical
context. Similar systems have also been developel to learn grammars for use in small
vocabulary speech recognition systems (Starkie, 2001; Dowman, 2000)and MDL has been
applied in a small number of other language technology systems addressing a broad range of
different issues (for example Li and Abe 1998;0sbome, 1999) Othea work has used MDL
to learn linguistic structure from large quantities of unrestricted text (Gr¥nwald, 1994; Chen,
1995; Clark, 2001), but because the search space of possible grammars is so large in such
cases, it has typically been possible to infer only very limited aspects of linguistic structure,
such as word classes. Clark (2001) was, however, able to use MDL to learn context free
grammars from text annotted with part-of-speech tags and hewas able to show that many of
the learned structures were linguistically significant. Clark therefore demondrated the
potential of MDL for learning grammars from naurally occurring text, athoughhe did not

focusonusng MDL to resolve issues of generalization, asis the case in this paper®.

MDL is not necessarily restricted to the domain of syntax. Chater (1999)argued that it may
form the basis of a fundamental cogntive prindple, and it has been applied as a modd of
psychological mechanisms other than languaye (Fass and Feldman, 2002; Chaer, 2005; Su,
Myung and PFitt, 2005) Within linguistics, Ellison (1992) and Rissanen and Ristad (1994)
have applied MDL to phonobgy, while Brent and Cartwright (1997)and de Marcken (1996)
have applied it to the problem of segmenting a stream of continuousspeech or text into
lingustically meaningful units. Findly, Brent (1993), Goldsmith (2001)and Hu et a (2005)

have all applied MDL with theaim of discovering morphological structure.
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Goldsmith@ work is of particular interest, because of how he related it to generative
linguistic theory. He applied MDL to morphology primarily as a domain tha would alow a
clear expostion of the MDL prindple, while arguing for the relevance of MDL to syntactic
theory. He showed that an MDL evaludion measure is effective in deciding which of two or
more morphdogical andyses is the mogd appropriate for a given corpus of daa. When
combined with a heuristically guded search strategy tha created candidate morphdogical
grammars, his system was able to determine the morphological structure of wordsin several
European languayes with a gooddegree of accuracy. He suggested that children mightuse an
MDL-like measure as pat of the process through which they acquire languayes, and he
suggested that MDL was supeior to the kind of smplicity metric proposd in early syntactic
theory. As in this paper, he stressed tha MDL& indghtis tha it is posible to make explicit
the trade-off between complexity of the andysis and snugness of fit to the daa-corpusin
questionO(p. 192). Perfors, Tenenbaum and Regier (2006)were able to show tha a similar
grammar evaluaion metric preferred grammars that captured linguistically significant
structural features of the input daa over simpler linear or regular grammars, and so
conduddl tha there is sufficient evidence in the language daa available to children for them
to deermine tha languaye contains complex hierarchical structure, even if they are not

innaely biased to do so.

Other researchers to apply MDL to languaye within a cognttive or linguistic framework have
used it to investigae changes in syntactic systems tha occur as they are passed from person
to peson over severa geneations (Teal and Taylor, 2000; Brighton and Kirby, 2001,
Brighton, 2002 Robets et a, 2005;Kirby, Dowman and Griffiths 2007) These modds all

contain agents tha are capable of learning some aspect of syntax based on examples, and
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then produang sentences in the languaye they have learned. This kind of modd can be used
to deerminethe cumulative effect of the process throughwhich languageis tranamitted from
adults to children ove many generations and such modds have been successful in explaining
a range of linguistic phenomena For example, Robets et a showed tha if syntax were
learned usng MDL, then we should expect irregularities (such as irregular past tense verbd

paradigms) to emergefromtimeto time as theresult of chance.

Onnis et a (2002) used MDL to determine English verb subcategorizations looking at the
difference between verbstha can only appear in either trangtive or intrangtive condructions
and verbstha can appear in either type of condruction. The @rammarsQin this system were
simply records of which verbs could not appear in one or other of the condructions Each
such record inareased the complexity of the grammar, and so would only be judified if it
reduced the description length of the data enoughto judify the added complexity. Onnis et a
showed tha when only a small nunber of sentences was oberved, the overall coding length
was shorter if no record was made of which verbs did not aternae. However, when more
sentences had been oberved, making a record of the different types of verb reduced the
oveal coding length. They proposd tha this explained why youngchildren sometimes use
intrangtive verbs in trandtive condrucions despite the fact tha they eventudly learn the
distinction between trandtive and intrangtive verbs correctly. This argument is essentialy the
same as the one tha is made in section 5 bdow with respect to the daive aternaion,
athoughthe aspects of languaye descriptionsthat could be evaluaed by Onnis et al® system
were much more restricted than those that can be addressed by the MDL system introduced in

thenext section.
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3 An MDL Evaluation Measure

While the MDL prindple can serve as the basis of a measure of how gooda grammar is as a
description of a corpus some details have to be filled in in orde to make a practica
evauaion measure. In paticular, some type of grammar formalism that allows for arangeof
grammars to be congructed and evaluaed needs to be chosen. The grammar formalism
chosen istheonly a priori knowledgeof languagetha needsto be available to theevaludion
system, so it need not have knowledge of, for example, wha a verb or a clause is. The
evaluaion system will ssimply favor such categories if they aid in the description of the daa,
and if the amount of benefit obtained by podulating such a conaept outweighs the cost of

adding the conaept to the grammar.

Because theaim of this pgper is to illudrate the consequences of adoping the MDL prindple
as a solution to the problem of syntactic generalization, a decision was made to use a very
simple grammar formalism. This enaured that the evaluation system was as clear and smple
as possible. Having a simple grammar formalism aso ensures tha it is the MDL prindple,
and not any inbuit condraints or biases of the grammar formaism, tha plays the mogs

important role in deciding the evaluaion of each grammar.

The chosen formalism was simple phrase structure grammars, with binary branching or non
branching rules, such asthose shown in Fig. 2. The grammars could contain termind symbols
(wordg) and nontermind symbols (any other nodes in a syntactic tree, such as lexical or
phrasal categories). Within this formalism, a valid sentence is any string of termind symbols
that can bederived by starting with thesymbol S and repesatedly expanding this symbol usng
any of therules in the grammar. For example, with the grammar fragment shown in Fig. 2, S

could be expanded to NP VP, then to NP V and NP screamed. Eventudly each nontermind
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symbol needsto beeliminated, so here we would need to use other rules besides those shown

in Fig. 2 to expand NP.

A restriction was added that each termind symbd had to be introduced by a non-branching
rule, but no other restrictions were placed on the form of the grammars tha could be
consdered. While therules in Fig. 2 contain meaningful nonterminad symbols (such as NP
and VP), in redlity the only nontermina symbol to have a special meaning a priori is S from
which all derivations begin. The othe symbols are al interchangesble, and gan distina

meaning only throughtherole they play in agrammar.

S| NPVP
VP! V
V! screamed

Figure 2. Example phrase structure rules.

Given this grammar formalism, completing the specification of an MDL evaluaion measure
requires deciding exactly how grammars will be encoded, and then how daa will be encoded
usng thoe grammars. The grammars were codel by conctenating all of the symbols tha
they contained in order. For nonbranching rules, a specia null symbol was added at theend,
so that each rule contained exactly three symbols. Using this system, the grammar shown in
Fig. 2 could be encoded as SNP VP VP V null V screamed null. This captures all of the

information present in theinitial grammar, induding the order of therules.

The frequency with which each symbol (induding words) appeared in the grammar was
encoded prior to the encoding of the grammar itself. (These frequendes can be obtained
smply by couning the frequency of each symbol in the grammar.) This alows the
probability of encountering each symbol to be known when therules themselves are decodd,

and so information theory can be used to calculate the amount of information needed to
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encode them in a minimally redundant form. For example, if the rules in Fig. 2 were the
entire grammar, S which occurs one time out of the total of nine symbols in the grammar,
would have a probability of 1/9, and so a coding length of Hlog, (1/9) = 3.17, while VP,
which occurs twice would have a probability of 2/9 and so a coding length of Blog, (2/9) =
2.17. Grammars that make repested use of the same categories therefore have shorting coding

lengthsthan those that use awider rangeof less frequent categories’.

AsMDL isadatistical method, it is able to make use of any statistical information contained
in a grammar. Here the statistical information was a record of how often each rule was used
in the find parses obtained for the whole corpus This information allows a more efficient
encoding of the daa, because it provides accurate information conaerning how often we
should expect each rule to be used. This introduces a complication, however, because
nomally the bigge the potential rangeof an integer, the greater is the numbe of bits needed
to encode it. Within the framework of minimum description length, schemes have been
devised tha can encodeintegers of any size, by first encoding information about the size of
an integer, and then encoding the integer itself (Elias, 1975; Rissanen, 1983) This results in
larger coding lengths for highe numbes. However, such a solution appers to be
unnesessarily complex for present purposes, so indead it was decided to assume tha al
frequendes could be encodad usng a fixed number of bits. The total cog of encoding the
grammar is therefore the amount of information needed to encode al the rules, symbol by

symbol, and then a fixed amountof information for each rule, for encodingits frequency.

The pumpose of encoding a grammar isto alow a shorter encoding of the daa it describes, in

this case a corpus of sentences. Therefore the next step in describing a decoding scheme is

deciding how to describe the data usang the grammar. Such a description was obtained by
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pasing the daa, so tha it could be represented smply as a list of rules tha, if applied in
order, would recreate that data. It is posible tha some grammars might allow more than one
parse of certain sentences, butto avoid the complexities tha multiple parses would introduce,
only thefirst parse of any sentence was consdered. The parsing was always conduded left to
right, bottom up, and with earlier rules beng considered before later ones, to enaure that a

grammar would always produce a consstent parse for any given sentence.

Once a sentence has been parsed, an ordered list of the rules in the parse provides sufficient
information to recover the origind sentence, so long as a decoding scheme for interpreting
tha list of rulesis agreed. The scheme used here was to begin with the start symbol (S), and
to begin the list of rules with a rule tha expandsthis symbol. This first rule will produce a
new sequence of two symbols if it is a branching rule, or a single symbol if it is non
branching. The next rule to be encoded will be one tha expandsthe leftmos nontermind
symbol, and when this has been decoded, tha symbol will be replaced with whaever is on
that rule@ right hand side This process is repeated, always expanding the leftmos non
termind symbol, untl there are no nontermind symbols left to expand. At that point, a
whole sentence will have been decoded, and a new derivation will begin, agan starting with
the start symbol (unless we have now decoded all the sentences, in which case decoding will

cease).

We should note tha only certain orderingsof rules will be possible, because each rule mugs
aways expand whaever is the leftmog nontermind symbol at that point in the derivation.
Therefore, when the list of rules is encoded we need only specify which of thos rules tha
expand the current nontermina symbol occurs next. This reduces the amountof information

that needs to be specified, because we are now choosng from a restricted set of rules. For
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example, if we are expanding the symbol § then we only need to specify which of the rules
that expand Sto choo. In fact, where there is only onerule tha expandsany given symbol,
we then do not need to specify that tha rule should be chosen, so usng tha rule has no cos
in terms of inceased coding length. Furthemore, as the grammar contains statistical
information abouthow often each rule is used, we can make use of this when encoding which
rule is chosen. So, if S could be expandeal by two different rules, oneused 29 times and the
othe 3, the first would have a probavility of 29/32, and hence a coding length
of -logx (29/32) = 0.142,while the second would have a probability of 3/32, and so a coding
length of -log, (3/32) = 3.42. These coding lengthsare much shorter than would be necessary

if arule had to be chosen outof thefull rangeof rulesin thegrammar.

Fig. 3 illugrates the decoding process, by showing how a smple corpus can be recovered
from its encodad form. It shows how each pat of the grammar, and then the daa, are
encodal in successive parts of a continuousbit stream. How each part of the bit stream will
be interpreted, will depend on the decoding scheme built into the decode, and on wha has
already been decoded. We should note, however, tha there is never any need to actudly
encode or decode anything, so long as we are able to calculate how many bits any paticular

encoding would take.

The sentences shown in Fig. 3 would be encoded usng the following sequence of rules: 1, 2,
4,1,2,5,1, 3, 4. Startingwith S applying rule 1 yields NP VP, rule 2 expandsthis to John
VP, and rule 4 finishes the derivation of the first sentence, produang Johnscreamed. From
this point we start again from Sfor the next sentence. Asthaeisonly onepossible expanson
of S throughrule 1, the use of tha rule has no cod. There are two expansonsof NP, usng

rule 2 (frequency 2) andrule 3 (frequency 1). The probability of usngrule 2 istherefore 2/3,
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and of ugng rule 3, 1/3. Likewise, rules 4 and 5 have probabilities 2/3 and 1/3 respectively

when we come to expand VP nodes.

Decoder [ 4— 1010100111010100101101010001100111100011010110
N J\ J\ J\. J
Y Y Y Y

Symbol Grammar Rule Data

Frequencies  Structure Frequencies

S (1) 1S! NPVP Rulel! 3  John screamed
NP (3) 2NP! John Rule2! 2  John died

VP (3) 3NP! Mary Rule3! 1  Mary screamed
John (1) 4VP! screamed Rule4! 2

Mary (1) 5VP! died Rule5! 1

screamed (1)

died (1)

null (4)

Figure 3. Decoding agrammar and the data it describes. First the frequency of each symbol used in the grammar
is decoded, then each rule is decoded symbol by symbol. Next the frequency of the rules is decoded, which
ultimately allows the original corpus of sentences to be recovered. The number of symbolsisfixed, although
usually there are some that are not used, and so have afrequency of zero. Therefore the cost of encoding the
frequencies of the symbols is also fixed, and so can be neglected when making comparisons between different
grammars. Thereis no need to encode the number of rules or sentences, because the former can be inferred from
the frequencies of the symbols, and the latter by noting when each rule has been used the same number of times

as its recorded frequency.

Thetotal cog of coding the grammar structure andrule frequendes (C(granmmar)) is given by
(5), where sis any particular symbol in the set of symbols which have a frequency greater
than zero Z, fs is thefrequency of symbol s, N is the number of rules (which is multiplied by
three, the number of symbols in each rule), and L is the number of bits used to encode the

frequency of each rule’.
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C(grammar) =1 f Iogzgf—N +NL )

¢z R
Thetotal cog of encoding data usng a grammar is specified by equaion (6), wherer is the
frequency of any paticular rule in the set of al rules tha have afrequency greater than zero,
R, f; is the frequency of tha rule, and t; is the total frequency of all rules with the same
symbol onthar left hand side asrule r. Thetotal coding cos of agrammar together with the
data it describes, and therefore the evaluaion of how well the grammar describes tha daa, is
given by summing C(granmar) and C(data). The better of two grammars will be whichever
receives the lower overal evaluaion. Application of these equaionsto the examplein Fig. 3
reveas tha thetotal coding length of the grammar is 66.1 bits, and that of the data 5.5 bits,
yielding an overal evaluaion of 716 bits. This compares to a total evaluaion of 90.7 bits for
a grammar tha smply says tha any combinaion of the four words in this example, in any
order, are grammatical sentences, showing that the regularities captured by this grammar are
well foundel.

t}”

C(data) =1 f, log, (6)

™R r

4 Learning Syntax

The evaluation measure described in section 3 allows which of two or more grammars is the
mog appropriate description of a corpus of data to be deermined. However, it does not
address the issue of how candidae grammars are obtained. To actudly learn grammars, it is
necessary to combinethe evaluation measure with a search mechanism tha consders a series
of possible grammars with the aim of finding the grammar that is the best description of the
daa. This section describes a simple search mechanism tha was used in conjundion with the

evaluaion measure to learn grammars for several sets of example data.
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One populbr search mechanism for use in problems of this type is expectation maximization
(Dempgter et al, 1977) as this guaantees convagence on alocaly optimal® grammar. While
expectation maximization is mos commonly used in conjundion with maximum likelihood
estimation, it is also suitable for use with minimum description length. However, expectation
maximization is unéable to overcome local maxima in the search space. Thisis a problem in
the present case, as we may need to make a whole series of changes in order to produe a
grammar tha has an improved evaluaion, and so a form of annealing search was used rather
than expectation maximization. We should, however, bear in mind that the search procedure
serves only to generate candidate grammars; it is the MDL evaludion metric that decides
which of those candidates to keep and which to rgect, so al search procedures tha lead to

the grammar with thelowest evaluation beng consdered will produce the same result.

The system beginsits search with a smple grammar with the form of tha given in Fig. 4.
Each such grammar has the same two rules tha expand S, and a single rule introduagng each
word in the daa Such grammars are very smple, and hence have a good evaluation in
themselves, but they do nat describe any regularities in the daa, and so typically have very
bad evaluaionsin that respect, resulting in poor overall evaluagionswhen both the grammar

and daa components of theevaluation (C(grammar) and C(data)) are consdered.

S—XS S—X

X — John X — Ethd

X — Mary X — Noam

X —ran X — screamed
X — hit X — kicked

X — thinks X — hopes

Figure 4. Form of initial grammars.

The system begins learning by making one of five types of change to the grammar. The

changeto be made is selected at randomfrom the possibilities listed bdow, each of whichis
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followed by the probability of that changebeing made (The exact probabilities were chosen

fairly arbitrarily by a process of trial and error, and the precise values of these parameters do

not appear to beimportant.)

Adding a new rule (which would be the same as an old rule, but with one of the

symbolsin it changed at random). (1/6.)
Deleting arandomy chosen rule. (1/6.)
Changing either asymbol in arule orits order in thelist of rules’. (1/2.)

Adding a par of new rules. These new rules would be based on two existing rules, in
which a nontermind symbol occurring on the right hand side of the first also
occurred on the left hand side of the second. The new rules would be created by
changing that symbol to another nontermind system, and then adding the two new
rules to the grammar. The origind rules would be left undhangead. (For example if
theewererules X! Y andY ! Z, thentwo new rules mightbeadded, X ! A and

Al Z)(1/6)

These changes were cho®en largdy because they are simple, but still enable any grammar

gpecifiable within the grammar formalism to be reached by applying a series of rules in

sequence. For example, starting with the grammar given in Fig. 4, the propa nounsEthd and

Noam could be placed in a separate class if the changes listed in Fig. 5 were made The

changes would probably have to be made in this order, as, after every change the grammar

mug still be able to parse thewhole corpus so we could not, for example, ddete the origind

rule introdudang Ethd, before addingthenew one
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Add Y — Ethd

Add Y — Noam
Add S—-YS
Add S—=Y
Delete X — Ethd
Delete X — Noam

Figure 5. Examples of changes that could be made to an initial grammar.

The last grammar edit rule in the list of rules given above was introduced to hdp in cases
where a single symbol is used in several rules, but where usng two separate symbols would
enable a beter evaluaion to be obtained. (For example, if both nounsand verbs were
introducd with the same symbol, then this rule might hdp to produee a grammar in which

nounsand verbswere both introduced by a different symbol.)

After each changethe evaluaion of the new grammar with respect to the data was calculated.
If thenew grammar was unable to parse the data, the changewould bergjected. Otherwise, if
the changeimproved the evaluaion of the grammar then it would be kept, butif it made the
evaluaion worse, then the probability tha it would be kept would be inversaly propottiond
to the amount by which it made the evaluaion worse. Throughoutlearning, the probability
tha changes resulting in worse evaluations would be accepted was gradudly reduced. As
noted above this is an implementation of annedling search (Aarts and Korst, 1989) and
enables the system to learn despite encountering localy optma grammars in the search
space. The program learned in two stages, in the first only taking account of C(data), the
evaluaion of the daa in terms of the grammar (so making it easier to find the grammatical
condructions which best fitted the daa), and in the second taking account of the overal
evauaion (and so removing any parts of the grammar tha could not be judified given the

data).
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After a fixed numbe of changes had been considered (typically about 20,000), learning
would finish with the grammar tha had been reached a that point. Typicaly, no
improvements would have been foundfor alongtime prior to the termination of the search.
For efficiency reasons there were also limits placed on how deeply the parser could search
for correct parses, on the maximum number of rules which the grammar could contain at any
stage of the search, and on thetotal number of possible nontermind symbols. Asthelearned
grammars contained fewer than the maximum number of rules, and noneof them used all the
available nontermind symbols, nether of these two restrictionsappear to have affected what
grammar was eventudly learned. Because the search strategy is stochastic, it is not
guaanteed to aways find the optimal grammar every time. Hence the learning system ran
each search several times, and then selected the grammar with the best overall evaluation out

of all those learned.

4.1 Learning English

The learning system was tested by applying it to learn a grammar for the corpus of smple
English sentences shown in Fig. 6. (Note tha these nineteen sentences were thefull corpusof
data from which the system learned.) The grammar in Fig. 7 captures the syntactic

regularities appaent in this data.

John hit Mary Ethel thinks John ran

Mary hit Ethel John thinks Ethel ran

Ethel ran Mary ran

John ran Ethel hit Mary

Mary ran Mary thinks John hit Ethel
Ethel hit John John screamed

Noam hit John Noam hopes John screamed
Ethel screamed Mary hopes Ethel hit John
Mary kicked Ethel Noam kicked Mary

John hopes Ethel thinks Mary hit Ethel
Figure 6. Datafor English.

28



S —- NP VP Vs — thinks

VP — ran Vs — hopes
VP — screamed NP — John

VP — VNP NP — Ethel

VP — VS NP — Mary

V; — hit NP — Noam
V; — kicked

Figure 7. Grammar describing English data. (V; means mono-transitive verb and Vs averb taking a sentential

complement.)

The grammar learned from the daa in Fig. 6 correspondel exactly to tha in Fig. 7 in
structure. (As linguistic categories are not known a priori, ingead of usng labds such as NP
and VP, the system simply used a different arbitrary symbol to represent each learned
category.) Table 1 shows tha this grammar was preferred because, while it is itself more
complex than theinitial grammar, and so receives a worse evaluaion, it captures regularities
in the daa, and so improves the evauation of the data with respect to the grammar by a
greater amount®. For example, the learned grammar divides the verbsinto three classes, and
specifies tha trandtive verbs mug be followed by a noun phrase, thos taking sentential
complements by a sentence, and intrangtive verbs by nothing. This means that when the
sentences are encoded, there is arestricted rangeof choices available, and so less information
is needed to encodeeach choice. It should be noted tha the system has discovered these verb
subcategories without any prior knowledge of verb syntax (or even wha a verb is). They

have been learned smply because this classification allows a more condse description of the

corpus
Table 1. Evaluations for the English grammars.
Initial state of learning Learned Grammar
Overdl Evauation 4065 3295
Grammar 1603 1993
Data 2462 1303
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5 Alternating verbs

The above results have shown tha an MDL evaluaion measure based on a smple phrase
structure grammar formalism is able to discover syntactic structure and find word classes and
subdasses, smply by andyzing a corpusof daa. Thisin itself goesalongway to refuting the
argument that thereisinaufficient informationin theinputthat children receive for them to be
able to determinethe correct grammar of thar target languaye in the absence of stronginnae
condraints. However, to further this argument, it was decided to investigae whether the same
system could learn some of the kinds of phenormena that it has been argued are epecialy
problematic for theories of language learning. The particular issue investigated was the one
discussed in section 1 concerning the distinction between sub-classes of ditrangtive verbs

such as gawe and donaed.

The learning system was able to replicate three key results concerning these words Firstly,
children eventudly learn a distinction between verbs which can appear in both the doubke
object and prepostiond dative condructions and those which do not show this alternaion.
Secondly, when children encounter a previoudy unseen verb, while they have a tendency to
be conservative, and so use it in the condrudion in which they first heard it, they sometimes
make a genealization, and so use it produdively in the other congruction. Findly, during
learning, before children have had the oppatunity to observe many examples of verbswhich
do not dternae, they occasondly overgeneaalize, and use thoe verbs produdively in

condructionsin which they are notgrammatical (Gropen et al, 1989)

5.1 Learning Verb Subcategorizations

The same system as that used to learn English syntax was used to learn the subcategorizations

of verbs butthis time the data conssted of two types of sentences, prepostiond datives such
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as (7a) and (7b), containing oneof the verbsgawe, passed, lent, or donatd, and doubke object
datives such as (7c¢), containing gawe, passed or lent, but not donatd. Each of these four
verbs occurred with rougHy equd frequency, and the aternaing verbs (gawe, passed and
lent) were jud as likely to appear in either condruction. In addition, the sentence (7d) was
added, containing the only example of the verb sent. This was so tha it would be possible to
see if the system would generalize, and so place a newly seen verb in the alternaing class

(assuming tha it was successful in learning adistinction between the two types of verb).

John gave a painting to Sam.

Sam donated John to the museum.
The museum lent Sam a painting.
The museum sent a painting to Sam.

(7

coow

Noun phrases conssted of either oneof two prope nouns or oneof thetwo determiners a or
the followed by either painting or museum There were no biases concerning which noun
phrase was mog likely to occur in which postion. Clearly, this leadsto a sSituaion in which
many of the sentences in the corpus while syntactically correct, are semantically very strange
For example, (7b) is unusud, because John would nomally refer to a person, which is not

something tha could typically bedonded to a museum.

This daa set, which contains a total of 150 sentences, isin many ways unrealistic. However,
it enables usto focuson the central question of whether the daive alternaion can belearned.
Crudadly, Pinker® (1989 arguments, concerning the learnability paradox created by the
dative aternaion, are equdly applicable to this smple data set as to real languages. Whether
the corpusis redlistic, is na in itself important in resolving the issue of whether the non
occurrence of a particular congruction could in prindple be used as evidence by children that

that condruction is not grammatical. Whether the system was capable of overcoming the
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learnability problem was tested by applying it to this daa set, and investigating whether the
resulting grammar accounied correctly for the subcategorizations of all the verbs No
modificationswere made to the system, except that in order to cope with the more complex
data set the number of iterationsin the search was increased, and the maximum number of
nontermind symbols tha could be used in grammars was increased from 8 to 14. The
evaluaion of thesmple grammar present at the start of the search process, isgivenin Table 2,

alongsdethe evaudion of thegrammar tha was learned by the system.

Table 2. Evaluations for ditransitive verbs grammars.

Initial state of learning Learned Grammar
Overdl Evauaion 34456 17034
Grammar 1903 3210
Data 32553 13823

We can see from Table 2 tha, as for the case of the daa in the previous section, a more
complex grammar, which accounts better for regularities in the daa than the origind
grammar, has been learned. The learned grammar correctly captures the structure of the noun
phrases, usng one nontermina symbol to introduce determiners, oneto introdue common
nouns and a third to introduce prope nouns The grammar does not assign conventiond
linguistic structures to sentences. (For example there is no node tha correspondsto verb
phrases.) However, this should be unaurprising given tha the training data did not provide

any evidence tha verbsand thar arguments form a syntactic unit.

All of the sentences tha can be generated by the grammar are, however, grammatical, so
gaw, pased and lent may appear in both the doubk object and prepostiond dative
condructions while donated may occur only in the prepostiond dative condruction. Thisis
despite there being no daa explicitly indicating that donated cannot aternae. In contrast,
although the daa contained only one example of sent, and tha was in the prepostiond

condruction, the grammar allows this verb to also appear in the doubk object condruction.
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How the difference between thetwo types of verbsis captured by the grammar can be seen in
Fig. 8, which shows the form of the rules introdudng the verbs The alternaing verbs
togehe with sent, were all introdued with one nontermind symbol, while the non
alternating verb, donakd, was introdued with its own distinct nontermind symbol. In other
words thelearned grammar divides the verbsinto two distinct classes.

A — passed

A — gave

A — sent

A — lent
B — donated

Figure 8. Rules introducing verbs.

This result should perhgps be surprising, because MDL favours simpler grammars over more
complex ones. If donatd had been placed in the same class as the other verbs then the
grammar would still have been able to parse all of the data, butit would have been smpler.
To undestand why MDL favours this more complex grammar, the learned grammar was
edited so tha donaed was placed in the same class as the other verbs This invdved
changing the symbol on the left hand side of the rule introduang donated to be the same as
that in the rules introdudng the other verbs and then ddeting the now redundant rule tha
previoudy introduced the non-alternaing class of verbs The evaluaion of this new grammar

isshown in Table 3, alongsdethat for thelearned grammar.

We can see tha the grammar in which donae does not alternae receives a consderably
better evaluation overdl, even thoughthe evaludion for the grammar component is worse,
because it is more complex. The advantage for the grammar in which donae does nat
aternae is ganed through the daa componeit of the evaluaion, which receives a
consdeably better evaluaion than when donak dternaes. This is because thefirst grammar

places more restrictionson the rangeof possible sentences, and so when it comes to encoding
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the daa, there are fewer choices tha need to be specified. When usng the second grammar,
each time the doubk object condructionis used, it is necessary to specify tha donaed is not
the verb tha occurs. With the first grammar, this is never necessary, as this information is
captured in the grammar, and so need not be repeated when encoding thedaa. Therefore here
the MDL evaluaion measure suppots a more complex grammar, because it captures a

regularity in thedaatha judifies theadded complexity.

Table 3. The effect of placing donate in the alternating class

Grammar in which Grammar in which

donakt does not alternae donat aternaes
Overall Evaluaion 17034 17104
Grammar 3210 2982
Data 13823 14122

In thetraining daa donatd was notthe only verb tha did nat alternate, as sent also appeared
only in the prepostiond daive condruction. However, in contrast to donaed, sent was
placed in the alternaing class. This may seem puzling, as theonly major difference between
how the two verbs were presented in the training data was that donated occurred more often,
there bang only a single example of sent. The grammar which placed donaed in the
aternaing class was preferred because it condrained the range of possible sentences, so
shouldn® we also expect sent to be placed in the same class? The first part of Table 4
(stetistical rules and satistical encoding of grammar) compaes the evaluaions obtained
when sent was placed in the nonalternaing class, aong with donaed, to the learned case,
where sent alternates. (Placing sent in the non-alternaing class smply required changing the
symbol on the left hand side of the rule introdudng it so that it was the same as tha
introduang donated.) This shows tha the evaluaion is dighty worse when sent is placed in
the non-alternaing class. The evaluation for the data component is, however, dighty better
in this case, because, like with donatd, if the grammar prevents sent from alternaing, we do

not need to specify thisinformation again when encoding the daa.
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The advantage of placing sent in the aternaing class is therefore tha in this case the
grammar could be encoded more condsely. Why this should be the case is not immediately
clear; after all, both grammars contain exactly the same nunber of rules, the only difference
being in the symbol ontheleft hand side of therule introduang sent. The difference between
the evauations of the two grammars mug therefore be due to a difference in coding cos
between the symbols introdudng alternaing and nonaternaing verbs The key to
undestanding this issue is to remember tha the grammar is encoded probabilistically. The
frequency of each symbol is recorded, and these frequendes are used to determine the
probability of usng each symbol when decoding the grammar. Infrequent symbols thushave
a highe coding cog than frequent ones. As there are more verbs that aternae than tha do
not alternate, there is less coding cog in usng the symbol tha introduees alternding verbs
than the onethat introduces non-alternaing ones. In other words ensuring tha the grammar
was encodal statigtically added to the generdlization ability of the evaluaion measure,
because it effectively added a bias to prefer regular (and hence more frequent) condructions

over irregular (lessfrequent) ones.
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Table 4. The effect of variations of the MDL evaluation measure on whether grammars in which sent alternates
receive a better evaluation. In each case, the overall evaluation of the grammar that has the best evaluation is
shown in bold. Only when grammars are both statistical and are encoded statistically do we get correct

generalization, with the newly seen verb placed in the regular class.

Statusof rules Nature of Component of Grammar in Grammar in
inthegrammar  encoding of evaluaion which sent does which sent
grammar not alternae alternaes

Total 17036 1703.4

statistical Grammar 3222 3210

sical Data 13814 13823

Statist Totd 1734.2 17352

non-statistical Grammar 3528 3528

Data 13814 13823

Total 1653.9 16590

statistical Grammar 2272 2260

sical Data 14267 14330

non-statisl Totd 1684.6 16908

nonstatistical Grammar 2578 2578

Data 14267 14330

It should be noted tha taking an MDL approach does not require tha grammars mus be
encodd statistically. It would have been possible to have coded them unde the assumption
tha each symbol was equdly likely. The second pat of Table 4 shows the evaluaionsfor
grammars when usng this type of nonsatistical coding scheme. The grammar encoding
length in this case is given by (8) (in which the symbols have the same meaningsasin (5)),
and dependsonly on the number of rules and the number of symbols used in them. (Thereis
now no need to first decodethe frequendes of the symbols in the rules, thoughit would be
necessary to record which symbols have a frequency of zero. However, the coding length of
this information would be fixed between alternaive grammars, and so can beignored.) With
this evaluaion measure, the grammar componet of the evauation is identical for both
grammars, as both contain the same number of rules, and use the same numbe of symbols.
The grammar tha is more restrictive because it does not place sent in the mos common class

therefore receives a beter overall evaluaion. This shows that if our evaluaion measure is to
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prefer grammars in which newly seen lexical items follow regular paterns it is essentialy

that we take a statistical approach to encoding grammars.

C(grammar) =3Nlog |Z| + NL 8)

The previous discussion has shown the importance of encoding grammars statistically, but
has not consdered the fact tha the grammars themselves are statistical. The frequency with
which each rule is used is encode as pat of the grammar, and these frequendes are used
when the daais encoded. However, mog grammars proposd by linguists are not explicitly
satistical, as they do not indude information about how often each rule in the grammar is
usd. It is interesting, therefore, to consder wha the effect would be of removing the
statistical information from the encoded grammars. This would mean that, when encoding the
data, all applicable rules would be consdered to have an equal probability of expanding each
nontermind symbol, no matter how often they were actudly used to do so. For example, if a
nontermind symbol could be expanded usng two different rules, the probability of usng
each would always be 0.5, while if it could be expanded by four different rules, each rule

would have a probability of 0.25.

Removing dtatistical information from grammars means the grammars become smpler,
because information about the frequendes of the rules is no longe encodead. The new
grammar evaudions are the same as thos given by (5) and (8) (for statistical and non
statistical encoding of grammars respectively), but with the find term, NL, omitted in each
case. Removing statistical information from the grammars also changes the evaluaion given

to the daa encodd in terms of thoe grammars. This is now given by (9), where & is the

37



number of rules tha expand the symbol on the left hand side of rule r, and the other symbols

have the same meaningsas thos in (6).

C(datg) =1 f log,e, ©)

"R

Thethird and fourth parts of Table 4 show the evaluaions obtained usng this new evaluaion
measure, firstly in the case tha the grammars themselves are statistically encoded, and then
in the case tha the grammars are notencoded statistically. We can see tha in bath these cases,
the encoding length of thegrammarsis consderably shorter than before, because there is now
no need to encodestatistical information. However, the encoding length of thedaais longe,

because the non-statistical grammars contain less information aboutthe data.

With both types of grammar encoding, the best evaluationis now received for thegrammar in
which sent does not aternae. We have already seen tha this result is to be expected when,
the grammar is not encodal statistically. However, even when the grammar is codel
statistically, we now get a consderably worse overall evaluation when sent alternaes. Thisis
dueto the evaluaion of the data component being much worse. This compares to only a very
small difference in evaluaion of the daa component when the grammars were codel

satistically.

This difference can be explained directly in terms of the absence of statistical information
from the grammar. As the grammar contains no information about the relative frequency of
individud verbs the data mug be encoded as though all verbs have equd frequency. This
means tha when encoding the daa, every time the doubke object condrudion is used, a

congderable amount of probability is assigned to the possibility of sent occurring. However,
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sent never occurs in this condruction, so a mgjor redudion in coding length can be achieved
by placing sent in the nonadternaing class. If tha is done it is no longe necessary to
congder the possibility of sent occurring in the double object condruction when coding the

daa.

When usng statistical grammars, having sent in the aternating class was not amajor problem,
because thoe grammars contained the information that sent was much rarer than the other
verbs Therefore, each time the doubke object condruction was used, only a small probability
was assignal to the possibility of usng sent. This alowed for shorter encodings whenever
one of the othe verbs was used. When sent was actudly used (which was only in the
prepostiond dative condruction), its coding length would be larger than tha of the other
verbs dueto its low frequency, but nat so large asto override the advantage obtained from its

short coding length on all the occasionson which it did notoccur.

This result shows tha nondatisticad grammars are unable to make some kinds of
genedizations tha equivaent statistical grammars can make. The nonstatistical grammar
treated sent in the same way as donaed, because it was unale to see the difference between
the distributions of these two verbs B which was smply tha donatd occurred many more
times than sent. Adopting a nonstatistical approach to syntax therefore throws away a

potentially important source of information.

The results above have accounted both for the eventud learning of the distinction between
gyntactically distinct verbs such as gawe and donaed, and the produdive use of novd verbs
in regular condructions TheMDL evauaion measure can also provideingghtinto oneother

well known phenomenon concerning languaye acquisition. That is that, as nated above at
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early stages of learning, children often overgeneralize the use of some congrucions before
later going onto use them correctly. With reference to the daive aternaion, this meansusng
verbssuch as donatd in the doubke object congruction. (Gropen et a (1989)report examples
of children overgenedizing the daive aterndion, athoughnoneof ther examples actudly

concern donatd, which is extremely rare in children speech.)

In order to investigae this phenomenon, the total amount of data was reduced, in orde to
simulate a stage of acquisition at which children had not been exposed to so many examples
of each kind of verb. When the system learned from this déaa, it failed to maintain a
distinction between sub-classes of verbs alowing all verbsto occur in both condructions
This was because there were not enough examples of donaed to judify making a more
complex grammar with a separate syntactic class especialy for tha word, and so it was
smply placed in the regular class. More precisely, the grammar component of the evaluaion
was consderably better in this case, and this outweighead theincrease in the evaluaion of the
daa component resulting from the less condraining grammar tha allowed donéed to occur
in a wider range of condructions This provides another demongration of how the MDL

evaluaion measure respondsto statistical information in theinputdata

Before conduding this section, we should consder how the MDL approach to verb
subcategorizations contrasts with previoustreatments of the dative aternaion. In particular,
it has been noted tha whether English ditrangtive verbs alternae is largdy predictable from
thar meaningsand phondogical forms (Mazurkewich and White, 1984; Pinker, 1984,19809;
Gropen et a, 1989) For example, if a verb describes a change in possession, then it will
nomally begrammatical in the doubk object congrucion, which explainswhy give and send

alternate. However, if ther phonobgical form is Latinae, even verbs describing a changein
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possession are usudly restricted to the doubke olject condruction. Latinate words are those
that are multisyllabic, and tha do not conform to the usud stress patern of native English

words so donakisLatinae, which explainswhy it does not alternae.

Gropen et a (1989 provide clear evidence tha children are sengtive to such semantic and
phonobgical cues. When taught novd verbs tha were presented in the prepostiond
condruction, children often applied the daive aternaion, and so used them in the doubk
object condruction. However, they did so more often when verbs were monog/llabic than
when they were multisyllabic, and more often when they described a changein possession
than when they jug described movement to a location. It should be noted, however, that in
Gropen et a@ expeaiment children used the double object condruction for Latinae verbs
with a frequency tha was not greatly bdow tha at which they used it for naive verbs
showing tha the phonobgical condraint acted only as a probabilistic predictor of verb

subcategorization, not an absolute one

Gropen et a@ expeaiments demongrate tha a complete account of the acquisition of verb
subcategorizations mug take account of the phonobgical form and semantics of verbs as
children are sengtive to such cues. In contrast, the system presented here learns syntax from
distributonsaone For a more complete accountof syntactic acquisition, we would have to
augment the MDL evaluation measure, and the data available to it, to incorporate a wider
rangeof potential cues to syntactic structure. The application of syntactic rules could then be
conditionad by semantics or phonobgy. However, it does nat seem unreasonable to suggest
tha distributionsmug provide the primary cues in the acquisition of syntax. While semantic
and phonobgical cues hdp to predict which English verbs participate in thedaive alternaion,

the same rules do not apply in other languayes. Theefore children learning English mugt
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learn the correspondence beween the nondistributiond cues and subategorizations from

distributiond evidence.

It seems tha the semantic and phondogical cues to subctegorization do not avoid the
problem addressed in this pgper (when and how to make generadizationy. Ingead they
remove this issue from oneconcerning individud verbsto one surrounding whole classes of
verb. The same kinds of issues will however resurface, conaerning for example which
phonobgical and semantic cues are relevant in predicting verb subcategorizations and which
appaent rules relating phonobgy and semantics are simply the result of chance similarity.
For example, unde Pinker (1989 and Gropen et al@ (1989)proposis, children divide verbs
into two phonobgical classes, onefor native and onefor Latinae verbs However, jus how
many verbs have to display a correlation between phonobgical form and subcategorization
before we form a separate phonobgical class? And jug which phonobgical features are
relevant in making this distinction? These issues present the same kind of problems as those
encouniered when learning individud verbs so MDL is jud as relevant to addressing this
kind of issue as it is to addressing purely distributiond ones. While the smple evaluaion
system used here to illudrate the MDL prindple can only congder distributond cues, there
is no reason why MDL cannot be used in conjunction with a grammar formalism in which

rules are conditionad by semantic or phondogical information.

6 Unrestricted Natural Language

The previousresults have demondrated the effectiveness of MDL at addressing some of the
genedization problems tha have been discussed in thelinguistics literature. However, al of
the data sets were very limited, and were created specifically with the aim of demondrating

the generalization abilities of MDL. The skeptical reader may be wondeing whether MDL
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will also make linguistically significant generalizationswhen applied to naurally occurring
languaye data. Unfortunaely, the learning system used up to this point cannot be applied to
naurally occurring linguistic daa smply because languages are very very large They
contain tens of thousndsof words, mog of which occur very infrequently, and a hugerange
of possible structures. We would therefore need to use very large corpora in order that the
words and structures appeared sufficiently often for there to be a reasonale amount of
evidence on which to base meaningful generalizations However, applying thekind of search
procedure used aboveto grammars with a complexity sufficient to describe such a large and
complex data set isimpracticable, as the search space for grammars is much too large for us

to hopeto find agoodgrammar in areasonale amountof time.

Thisis nota problem with the MDL approach itself (it concernsthe search procedure notthe
evaluaion measure), but it does present a very big obgacle to the application of the MDL
prindple to naurally occurring daa. We either need to find a much more effective search
procedure, or we need to simplify thetask in some way. The best option for improving search
would be to use a Markov chan Monte Carlo agonthm (MacKay, 1999) as these are the
mog effective procedures known for searching in complex high dimengond spaces such as
the space of possible grammars. Some work has already begunto address the issue of how to
apply Markov Chan Monte Carlo to learning phrase structure grammars (John®n et a,
2007) bu it has not as yet been possible to apply these techniques to unrestricted corpora.
Here, we take an alterndive approach, by restricting the kind of grammars tha can belearned,

hence greatly smplifying the search problem.

Rather than trying to learn the full syntactic structure of sentences, an attempt was made to

learn only verb classes tha groupeal togdher verbs tha had the same (or at least smilar)
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subcategorizations In English, subctegorizations specify primarily the condituents tha can
appear aongsde a verb ingde the verb phrase, so it was decided to restrict the information
tha the modd could learn from to the top level condituents tha were sisters to the verb.
However, subcategorizationsdo not (or at least do not usudly) specify exactly which words
can appear togeher with a verb, but indead specify only the types of condituents tha may
appear in each pogtion. This creates something of a probem, as to learn verb
subcategorizationsit would first be necessary to identify the verbs the extent and structure of
the verb phrase, and the category of each condituent in the verb phrase. This seems to be
amog as difficult as inferring a complete grammar, so removing any benefit ganed from

focuang solely onverb classes and verb subctegorizations

In order to make thetask tractable, rather than working from completely unmearked text, verbs
togaher with the syntactic context in which they occurred, were extracted from the
Switchboad part of the Penn Treebank™. Figure 9 shows one example sentence from this
corpus which contains transcripts of telephone convesations tha have been manudly
syntactically annotted. Verb phrases were used only if they contained a single verb as a top
level condituent, and only if the verb was in the past tense (tha is, it was tagged as VBP).
Verb phrases containing top level condituents tha were tagged with EDITED, FRAG
(fragment), INTJ (interjection) or EDFL (disfluency) were excluded, and condituents that
were smply punduation were ignored. The labds of al other top-level condituents were
taken to form a subcategorization frame for the use of the verb in tha sentence, with an
asterisk indicating the postion of the verb. (Any modifiers on condituent labds, such
as -ADV, were removed.) Figure 9 shows one such extracted verb and the corresponding

subcategorization. If there were multiple verb phrases in a sentence, then al the verbs that



met the relevant criteria were extracted, togeher with the corresponding subctegorzation

frames.
((s Extracted Information:
Eggl\?nd) Verb: spent
E’s’) Subcategorization frame: * NP S

(NP-SBJ (PRP you) )
(VP (VBP know)))
(NP-SBJ-1 (PRP she) )
(VP (VBD spent)
(NP
(NP (CD nine) (NNS months) )
(PP (IN out)
(PP (IN of)
(NP (DT the) (NN year) ))))
(S-ADV
(NP-SBJ (-NONE- *-1))
(ADVP (RB just) )
(VP (VBG visiting)
(NP (PRP$ her) (NNS children) ))))
(..) (-DFL-E_S)))

Figure 9. A sentence in the Penn Treebank, and the information extracted from it.

The Switchboad pat of the Penn Treebank contained 21,759 training indances meeting
these criteria These indances contained 704 different verbs and 706 distinct
subcategorization frames. In al, there were 25 different types of condituents tha appeared
aongsde the verbs No attempt was made to find relationdhips between different
subaategornzation frames, so each different subcategorization was smply treated as distind,

and referenced in the grammar in terms of an index number.

The grammars tha were learned to describe this daa simply specified which
subcategorizations could be used with the verbs of each class, and which verbs occurred in
which class. All such grammars had the form of the grammar in Figure 10, which shows a
grammar for a case in which there were only three verbs and two subcategorizationsin the

whole corpus The grammar states that grew and ended can occur with either Subatl or
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Subat2, but tha do can only occur with Subatl. While learning a grammar, the range of
subaategorzation frames in which each verb has been observed never changes, as this is a
propety of the daa, not of the grammar. Learning a grammar therefore simply conssts of
assigning the verbs to classes. The grammar mug contain arule for each verb class for each
of the subcategorizationstha have been ob%rved with any of the verbsin the class, so each
time a verb is moved beween classes the grammar mug be updded so that it contains all
these rules, and any redundant rules tha are not needed to generate the observed data mug be
removed. If we place each verb in a sepaate class, then the grammar does not genealize
beyondthe obsrved daa, while, if we place al the verbsin asingle class, the grammar may
become simpler, but it also is likely to permit many verbsto occur in subctegorizationsin
which they are not grammatical. Generally we would expect an improvement in overal
evauaion only when verbs which appeared in broadly similar sets of subcategorization

frames were groupeal togeher.

S| Classl Subcatl
S| Classl Subcat2
S| Class2 Subcatl
Classl! grew
Classl! ended
Class2! do

Figure 10. Example Verb Class Grammar.

The grammars were evaluated usng the same evauaion metric as before, but a new search
algorithm tha restricted the search to grammars of the appropriate form was needed. Initially
al theverbswere placed in a single class. On every iteration a verb was selected at random
each verb being chosen with equd probability. With a probability of 0.5 (or dways if there
was only asingle verb class), this verb would then be placed in a new verb class by itself, and
removed from the old class. Otherwise the verb would be moved to a different randonly
selected class. If either of these changes resulted in no verbsremaining in the source class, it
was then ddeted. As before, an annedling search was used, s0 if these changes made the

oveaal evaluaion of the grammar worse, they would sometimes be reected, and the
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probability of rejecting changes tha made the evaluaion worse was gradudly increased as

the search progressed.

After no changes had been accepted for 2,000 iterations the search switched to a merging
phase, in which at each iteration two verb classes were selected at random and merged
togaher. As before, these changes were accepted or rejected based on the changethey made
to the evaluation, and on the current stage of the search. After no changes were accepted for
2,000 iterations (or if the grammar was returned to the state of having only a single verb
class), the search switched back to the origind moving phase. This process of switching
between the two phases was repeated until a stage was reached where no changes had been
accepted for 20,000 iterations This search procedure did not aways produe the same
grammar, so it was run several times, and the grammar with thelowest overall evaluaionwas

taken. Typically each search took about200000iterations

Thefind learned grammar contained six verb classes, and its evaluaionis given in Table 5,
togaher with the evaluaion of the grammar containing only a single class, and the onewith
each verb in a separate class. As expected, the grammar with only a single class produees the
worst description of the data, and that with each verb in a separate class describes it mogt
accurately. However that is aso by far the mos complex grammar, so the best grammar
oveall isthelearned onewith six verb classes, which is much ssmpler, but which still places

consderable condrainson the subcategorizationspermitted for each verb.

Table 5. Evaluations for the Switchboard verb class grammars.

Oneverb class Eachverbina Best learned grammar
Sseparate class (6 classes)
Overadl Evauaion 2504355 298,0633 2451980
Grammar 299151 1110365 378855
Data 2205204 1870267 2073124
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In order to evaluae whether the generalizations made were linguistically coheent, we ne=d
to take a closer look at the learned verb classes, which are shown in Table 6. Four of the
classes appeared to contain verbs with similar syntactic propeties, and so seemed to be well
motivated. Class 1 correspondsto those verbstha usudly take an Sor an SBAR complement,
class 2 to verbstha usudly take an NP argument (often in conjundion with other arguments),
class 5 to verbs that typically take an S argument (but never jug an SBAR), and class 6 to
verbs tha usudly take a paticle (tagged PRT in the Switchboad corpug. Class 3 contained
only the verb did. Forming a separate class jud for this verb is well judified, as did has a
syntactic distribution tha is very distinct from that of any other verb. Findly, class 4
contained al the other verbs and might best be described as a miscellaneous class, as the

verbsit contained appeared in a very widerangeof different subctegorizations

Table 6. Verb classes learned from the Switchboard data.

Class Verbsin Class
1  thought vowed, prayed, decided, adjused, wondeed, wished, allowed, knew,

suggested, claimed, bdieved, remarked, resented, detailed, misunde stood,
assumed, competed, snowballed, smoked, said, struggled, determined, noted,
undestood, foresaw, expected, discovered, realized, negotiated, sugpected,
indicated

2 enjoyed, canaled, liked, had, finished, traded, sold, ruined, needed, watched,
loved, induded, received, conwerted, rented, bred, deterred, increased,
encouraged, made swapped, shot, offered, spent, impressed, discussed, missed,
carried, injured, presented, surprised, typed, pushed, ddivered, destroyed, beat,
indituted, scared, pressed, framed, covered, collected, raised, planted, threatened,
involved, adoped, questioned, described, quit, saw, accepted, preferred,
purchased, supplemented, waged, required, kicked, told, fixed, introduced,
attendead, reminded, mentioned, gained, abusd, painted, recognized, stole,
changel, visited, adored, chos, designed, solved, organized, established, studied,
suppotted, sentenced, refinished, committed, skipped, bought interested, trugted,
directed, leaned, spanked, pulled, hated, initiated, pleased, affected, released,
balanced, murdered, owned, created, occupied, measured, repealed, fired, quoted,
attached
did
All other verbs
used, named, tried, consdered, tended, refused, wanted, manage, let, forced,
began,appeared

6  wound,grew, ended, closed, badked

g bhw
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These results show that, while the modd has by no means come close to accouning for
exactly which verb can appear in which subcategorization®?, it has been able to form
linguistically significant verb classes. This is despite the system having no way to see the
internd structure of subcategorization frames. Therefore, it could not, for example, see tha
ADVP * SBAR is more similar to * SBAR than it is to * NP PRT PP. The modd was also
given no access to the lexica items occurring in the verb contexts, which may well be
necessary to accountfully for the subcategorization of some verbs The only information on
which the modd could base its inferences was the condituent labds marked in the
Switchboad corpus and it is not clear that these labds were redlly fine-grained enoughto
give al the information needed to form the relevant generalizations The solution to this
problem would be to provide access to the words themselves, and then to use MDL to infer
more relevant condituent labds, but this reintroduces the problems tha arise from having a
very complex search space. The present results do however demondrate that the MDL metric
proposd hee can be used to learn linguistically significant verb classes from nauraly

occurring corpora

7 Discussion

The pumpos of this pgoe has been to illusrate how MDL can solve the problem of
generdlization in syntactic theory, which is a necessary component of any complete
explanaion of the human capecity to learn and use syntactic systems. The simple phrase
structure grammar formalism used in the current implementation of MDL is clearly not
sophisticated enoughto account for the full range of syntactic phenomena Some syntactic
phenomena appear to be best described in terms of agreement or movement, nather of which
can be captured elegantly usng the chosen formalism, and it appears tha natural languayeis

notreally context free. It isaso difficult for phrase structure grammars to adeguaely account
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for multi-word units and idiomatic expressions Clearly, a more complete syntactic theory
based on MDL would need to use a more sophisticated grammar formalism. Phrase structure
grammars were cho®en so as to alow a clear expostion of the MDL prindple, but there was
never the intention tha the present system shoud in itself form the basis of an adequae

syntactic theory.

We should not lose sight of the fact tha no researcher has yet come close to discovering a
complete generative grammar for any natural languaye™. A wide variety of sometimes
radicaly different types of grammar has been proposd to account for syntactic structures.
Proposls indude formal rule based grammars such as HPSG (Pollard and Sag, 1994 and
recurrent neural neworks (Elman, 1993; Ellefson and Christiansgen, 2000) However no
evidence clearly shows tha any one of these approaches is the correct way to account for
human syntactic competence, suggesting tha there is really very little certainty about the
form of mental grammars. In common with mog syntacticians we have focused on very
narrow aspects of syntax that are not necessarily representative of the wider languagge We
would arguethat, on the basis of currently available evidence, a syntactic theory that makes
use of MDL (or a related metric) would seem to have more potential to accountfor how a
child acquires a syntactic system throughexpoaire to linguistic data than onetha did nat use
such a metric. However, the god of providing a truly explanaborily adequaie (Chomsky,

1965)theory of syntax still seems alongway off.

Little emphasis has been given to the choice of the search strategies used to obtain theresults
in sections 4, 5 and 6, because tha issueis essentially indgpendent of the issue of deciding
which generdizationsare linguistically significant. An MDL metric could in fact be used in

combindion with amog any kind of search algorithm. The search strategy used here was
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designd to allow ssimple grammars to be learned, and to do so withoutincorporating prior
knowledge of syntactic structures into the search algorithm. However, no claim was made
tha the annealing search algorithms are especially appropriate, or tha they are plaudble
cognitive modds. Stolcke (1994) and Langley and Stromsten (2000 both reported MDL
grammar learning systems tha achieved similar results to those in section 4.1, butwhich used

completely different search strategies.

Theresultsin sections4 and 5 may have given theimpression tha MDL requires alearner to
first remember all observed sentences, and only later to try to infer a grammar from all of
them as a bach (an approach which clearly does not correspond to how children acquire
language), but this is nat necessarily the case. While we do not present any algorithm that is
truly incremental, there does not seem to be any reason to bdieve that MDL cannotbe used
as pat of a an inademental learning system that can add new lexical items or structures as
they are encountered. Thework in section 6 goes some way to addressing this issue as there
the system needed only to remember how often each verb was used in each subcategorization
frame. The algorithm could be extended to be truly incremental by adding a mechanism tha
assigned newly seen verbsto the mog appropriate class on the basis of the subcategorizations

in which they were observed onther first (or first few) occasionsof use.

We should also note tha demongrating tha MDL can be used to make generaizations and
so alow thelearning of syntax in the absence of a strongly congraining universal grammar,
does not in itself show tha such prior knowedge of possible structures is not used by
children when they learn language It does, however, bring into question the main reason for
arguing for the necessity of universal grammar, that is the argument from the povety of the

stimulus The postive learnability results tha can be obtained usng MDL return the debate
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about extent to which languae is innae to the status of an empirical question. However,
even if posible languayes are condrained by a strong universal grammar, MDL could still
play arolein language acquisition. This was demondrated by Briscoe (1999 who reported a
computationd modd of language acquisition in which MDL was used to set the parameters

of auniversal grammar.

It should be noted tha the use of evaludion procedures in syntactic theory is not a new idea.
Chomsky (1965) propo®d tha grammars be evaluaed usng a simplicity criterion,
corresponding to the number of symbols needed to condruct a grammar. However, unlike
MDL, Chomsky@ simplicity metric did not incorporate any measure of how well the
grammar described the observed data, and so it had to be supplemented by strong innae
condraints. These prevented a very smple, but completely uncmondraining grammar, from
receiving agoodevaluaion. Thelack of any measure of how well the grammar fitted the data
is the main difference between Chomsky@ evaluation measure and ones based on MDL,
althoughthe discussion in section 5 shows tha MDL can also bring added bendfits if the
complexity of grammars is evaluaed in a more sophisticated way than smply couning the

number of symbols they contain.

A measure for evaluaing linguistic generalizations proposd by Hurford (1976 is aso
related to MDL. His method measured how closely a generalization condrained possible
grammatical structures, relative to alterndive generalizationstha could have been made and
he argued tha only thos genegdizations that were sufficiently condraining were
linguistically significant. Hurford@ measure of linguistic significance correspondsclosely to
the data component of an MDL evaluaion measure, but his approach did not take account of

how reasonable a particular generalization was a priori'*. Put together, Chomsky@ simplicity
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metric and Hurford® evaluaion criterion would create an evaluaion measure very much in
linewith the MDL approach, but nathe onits own is sufficient to determine which of two or

more grammars provides the best description of some daa.

To summarize, this pgpe has shown tha examples of languagye use provide enough
information to determine the structures and categories undelying a wide range of syntactic
phenomena, so long as we take a sophisticated statistical approach to interpreting tha daa,
and come equipped with some reasonable prior expectations MDL reopens the progpect of
accouning for syntactic acquisition primarily through learning, minimizing the need for
innge prior knowledge Ultimately it may lead to syntactic theories tha give a central role to
statistical inference, and which propo® tha syntactic structures and categories are more

languaye-specific than they are universal.

! We should note that a heavy reliance on innate prior knowledge is not restricted to work within frameworks
advocated by Chomsky; many other approaches to syntax, such as Optimality Theory (Prince and Smolensky,
1997) dso give a central role to innaterules.

2 Clearly the dots and circles in this diagram are intended only as analogies for sentences and grammars.
However, MDL really could be used to predict patterns about where dots appear on a plane. The theory would
specify where and how big each circle was, and the data would be described by first specifying for each dot in
which circle it occurs, and then whereabouts in the circle it is. There would be a cost for specifying each circle,
but the circles restrict the area in which dots can potentially appear. It therefore would take less information to
specify whereabouts in this smaller space the dots can occur, than it would if they could occur anywhere. MDL
would therefore favour configurations of circles that account well for the general locations of the dots, but not
ones that restrict the dot locations only to the points at which they have been observed.

®In MDL, lower scores indicate better grammars, and higher scores worse grammars.

* This form of MDL is aversion of what Gr¥nwald (2005) terms @rude two-part MDLQ(p23).

> A more fundamental problem was that while Clark (2001) used MDL to select among candidate

generalizations, choosing that which gave the greatest improvement in terms of the MDL metric, he did not use
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the MDL metric to decide at what point to stop making generalizations, and so to determine what was an
appropriate level of generalization with respect to the data Instead the algorithm was stopped after 40
generalizations had been made to an initially over-restrictive grammar.

®1t should be noted that this coding scheme is somewhat imperfect, because it does not take account of
restrictions on which symbols can occur where. For example, null may only occur as the final symbol in arule,
and terminal symbols may only occur on arule@ right hand side. It therefore contains an element of redundancy,
but it was decided that incorporating these restrictions into the coding scheme was an unnecessary complication.
" Throughout this paper, L is always fairly arbitrarily set at 5, which would allow frequencies of up to 31 to be
encoded. In some cases the frequency of arule may exceed this value, so this assumption is not realy valid, but
it does not appear to have adetrimental effect on the resullts.

8 A grammar is locally optimal if all possible individual changes that could be made to it result in a worse
evaluation, even though a sequence of several changes might eventually produce a grammar with a better
evauation.

® The order of the rules could potentially affect the resulting evaluation, as the evaluations were always based on
the first parse found by the parsing mechanism, which tried to apply earlier rules before considering later ones.
There was an equal probability of a change being made to a branching or non-branching rule, and an equa
probability of selecting each rule of the selected type. Either the position of the selected rule or one of the
symbols it contained would then be changed, there again being an equal probability of selecting each of these
changes. However, when a symbol was changed, the position of the rule was also always changed aswell.

1%\ve should note that the overall evaluation is equal to the sum of the evaluation for the grammar and data
components. In the case of the learned grammar, the sum of the evaluations given for each component does not
exactly equal that for the overall evaluation, but this is simply due to rounding error, as all the evaluations are
given to an accuracy of one decimal place.

™ http://www.cis.upenn.edu/~treebank/

12\We should perhaps note that no linguist has achieved this either.

13 Detailed descriptive grammars such as Quirk et al (1985) or Levin (1993) give some idea of the lower bound
on how complex a complete generative grammar must be, but even the most detailed descriptive grammars

cover only some aspects of a language® syntax.

54



4 We should note that Hurford was more concerned with meta-generalizations about possible grammars than
with generalizations captured in grammars of individual languages, but his principle could equally have been

applied to this latter problem.

References

Aats, E. H. L. & Korg, J (1989) Simulated Annealing and Boltzman Machines. A
Stochadic Approach to Conbinatorial Optimization and Neural Computing. Chichester:

Wiley.

Bod, R. (2003. Introdudion to Elementary Probability Theory and Formal Stochastic
Languae Theory. In R. Bod, J. Hay and S. Jannaly (Eds) Probabiistic Lingustics.

Cambridge MA: MIT Press.

Bod, R., Hay, J., Jannaly, S. (2003) Introdudion. In R. Bod, J. Hay and S. Jannaly (Eds)

Probablistic Linguistics. Cambridge MA: MIT Press.

Brent, M. (1993. Minimal Generative Explanations A Middle Groundbetween Neuronsand
Trigges. Proceedings of the 15th Annual Conference of the Cognitive Saence Sogety.

Hillsdde, N.J.: Lawrence Erlbaum Assod ates.

Brentt M. R. & Cartwright T. A. (1997) Distributond Regularity and Phonogctic
Congraints are Useful for Segmentation. In M. R. Brent (Ed.) Conputational Approades

to LanguageAcquisition. Cambridge MA: MIT Press.

Brighton, H. (2002) Compostiond Syntax from Cultural Trangmission. Artificial Life, 8(1):

25-54.

Brighton, H. & Kirby, S. (2001). The Survival of the Smallest: Stability Conditionsfor the
Cultura Evolution of Compostiond Languaye In J. Kelemen & P. Sosk (Eds)

Advanaesin Artificial Life. Berlin: Springe.

55



Briscog E. J. (1999. The Acquisition of Grammar in an Evolving Population of Languaye

Agents. Electronic Transactionson Artificial Intelligence, 3(B):44-77.

Chater, N. (1999. The Search for Simplicity: A Fundamental Cognitive Prindple? The

Quarterly Journal of Experimental Psychology, 52A (2): 273302

Chaer, N. (2009. A Minimum Description Length Prindple for Perception. In P. D.
GrYnwald, J. Myung and M. A. Pitt (eds) Advances in Minimum Description Length:

Theory and Applications Cambridge MA: MIT Press.

Chaer, N., & Vitalnyj P. (2007) Gdeal learningCof natural languaye Postive results about

learning from postive evidence. Journal of Mathematical Psychology, 51(3): 135163.

Chaer, N. & Vitalnyj P. (in press). A smplicity prindple for language acquisition: Re-
evauaing what can belearned from postive evidence.

Chen S. F. (1995. Bayesian Grammar Indudion for Language Modding. In Proceedingsof
the 33rd AnnualMeeting of the Assodation for Conmputational Linguistics.

Chomsky, N. (1956) Three Modds for the Description of Language |IEEE Transactionson

Information Theory, 2(3): 113124.

Chomsky, N. (1957) Syntactic Structures. TheHague Mouton & Co.
Chomsky, N. (1959) A Review of B. F. Skinne@ Verbd Behavior. Language35(1):26-58.
Chomsky, N. (1965) Aspects of the Theory of Syntax. Cambridge MA: MIT Press.

Chomsky, N. (1984) Lectures on Government and Binding: the Pisa Lectures. 3 Revised
Edition. Dordrecht: Foris Publications

Chomsky, N. (1995) Theminimalist program Cambridge MA: MIT Press.

Chomsky, N. (2002) On Nature andLanguage Cambridge CambridgeUniversity Press.

56



Clark, A. (2000. Indudng syntactic categories by context distribution clugering. In
Proceedingsof the Conference on Conputational Natural Languagelearning, pages 91-

94, Lisbon, Portugd.

Clark, A. (2001) Unaupevised indudion of stochastic context free grammars with
distributond clugering. In Proceedings of the Conference on Conputational Natural

Languaged_earning, pages 105112 Toulouse, France.

de Marcken, C. (1996) Unsupeavised LanguageAcquisition. PhD thesis, Massachusetts

Inditute of Technology.

Dempger, A. P, Laird, N. M. & Rubin, D. B. (1977). Maximum Likelihoodfrom Incomplete
Data via the EM Algorthm. Joumal of the Royal Sttistical Sogety, Seies B
(Methodobgical), 39(1): 1-38

Dowman, M. (2000) Unsupevised Learning of Probabilistic Automata for Languae

Modding. Proceedings of Intelligent Systems and Applications 200Q Wetaskiwin,

Alberta, Canada |CSC Academic Press.

Elias, P. (1979. Universa codeword sets and representations of the integers. IEEE

Transactionson Information Theory, 21(2): 194-203.

Ellefson, M. R. & Chrigtiangen, M. H. (2000) Theevolution of subjacency withoutUniversal
Grammar: Evidence from artificial language learning. In L. R. Gleitman & A. K. Johi
(Eds) Proceedings of the Twenty-Second Annud Conference of the Cognitive Saence

Socgety. Mahwah, NJ: Lawrence Erlbaum Assodates.

Ellison, T. M. (1992. The Machine Learning of Phonobgical Stucture. Doctor of

Philosophythesis, University of Western Audralia

Elman, J. L. (1993. Learning and Development in Neural Networks: The Importance of

Starting Small. Cognition, 48: 71-99.

57



Fass, D. & Feldman, J. (2002. Categorization under complexity: a unified MDL account of
human learning of regular and irregular categories. Presented at Advances in Neura
Information Processing Systems 2002. Available online a

http://ruccs.rutgers.edu/~jacob/pgpers.html. Downloaded on 12 May 2003

Feldman, J. A., Gips J.,, Homing, J. J, & Rede, S. (1969) Grammatical Conplexity and
Inference (Tech. Rep. CS 125) Stanford, CA: Stanford University: Computer Science

Department.

Gold, E. M. (1967). Languaye Identification in the Limit. Information and Control, 16, 447

474.

Goldamith, J. (2001) Unsupevised Learning of the Morphology of a Natural Language

Conmputational Linguistics 27(2): 153-198

Gropen, J.,, Pinker, S, Hollande, M., Goldbeg, R. & Wilson, R. (1989. The Learnability

and Acquisition of the Dative Alternaionin English. Language65, 203-257.

GrYnwald, P. (1994. A minimum description length approach to grammar inference. In G.
Schder, S. Wernter, and E. Riloff, (Eds), Connectionist, Statistical and Symbolic

Approades to Learning for Natural LanguageBerlin: Springe Verlag.

GrYnwald, P. (2005) Minimum Description Length Tutorial. In P. D. GrYnwald, J. Myung
and M. A. Pitt (eds) Advancesin Minimum Description Length: Theory and Applications.

Cambridge MA: MIT Press.

Hu, Y, Matveeva, |., Goldamith, J. & Sprague C. (2005. Using morphology and syntax
togdaher in unsupevised learning. In Psychooonputational Modds of Human Language
Acquisition: Proceedings of the Workshop New Brunswick, NJ. Assodation for

Computationd Linguistics.

58



Hurford, J. R. (1976) The Significance of Linguistic Generalizations Language53(3): 574

620.

Jaynes, E. T. (1957. Information Theory and Statistical Mechanics. Physical Review, 1064):

620-630.

Johnn, M. Griffiths T. L. & Goldwater, S. (2007) Bayesian Inference for PCFGs via
Markov Cain Monte Carlo. In Proceedings of the Annual Conference of the North

American Chaper of the Assodation for Conputational Linguistics.

Kirby, S., Dowman, M. and Griffiths T. L. (2007). Innaeness and Culture in the Evolution

of Languaye Proceedingsof the National Acadamy of Saences, 104(12): 52415245

Klein, D. & Manning, C. (2002. A Geneative Congituent-Context Modd for Improved
Grammar Indudion. In Proceedings of the 40th Annual Meseting of the Assodation for
Conputational Linguistics.

Klein, D. & Manning, C. (2004) CorpusBased Indudion of Syntactic Structure: Modds of
Dependency and Condituency. In Proceedings of the 42nd Annual Meeting of the

Assodation for Computational Linguistics.

Langley, P., & Stromsten, S. (2000) Learning context-free grammars with a smplicity bias.
In R. L. de Mantaras, and E. Plaza, (Eds) Proceedings of the Eleventh European

Conference on Machine Learning. Barcelona Springe-Verlag.

Levin, B. (1993) English Verb Classes and Alternations A Preiminary Investigation.

Chicago: The University of Chicago Press.

Li, H. & Abe N. (1998) Geneadizing Case Frames Using a Thesaurus and the MDL

Prinaple. Conputational Linguistics, 24(2): 217-244.

59



MacKay, D. J. C. (1999) Introduction to Mornte Carlo Methods In M. I. Jorden (Ed.)

Learningin Graphical Modds. Cambridge MA: MIT Press.

Manning, C. D. (2003) Probabilistic Syntax. In R. Bod, J. Hay and S. Jannaly (Eds)

Probablistic Linguistics. Cambridge MA: MIT Press.

Mazurkewich, I. & White, L. (1984) The acquisition of the ddive aternaion: Unlearning

ovegeneralizations Cognition, 16:261-83.

Onnis, L., Robets, M. and Chaer, N. (2002) Simplicity: A cure for overgeneralizationsin
language acquisition? In W. Gray and C. Schunn (Eds) Proceedings of the Twenty-
Fourth Annual Conference of the Cognitive Saence Sogety. Hillsdde, NJ. Lawrence

Erlbaum Assod ates.

Osbome, M. (1999) MDL-based DCG indudion for NP identification. In M. Osbomeand E.
T. K. Sang, (Eds), CoNLL-99: Computational Natural Languagelearning. Assodation

for Computationd Linguistics.

Perfors, A., Tenenbaum, J. B., Regier, T. (2005). Poverty of the Stimulus? A rationd
approach. In R. Sun and N. Miyake (Eds) Proceedings of the Twenty-Eight Annual

Conference of the Cognitive Sdaence Sogety. Mahwah, NJ: Lawrence Erlbaum Assodates.

Pinker, S. (1984. Languagelearnabiity and Language Developnment. Cambidge, MA:

Harvard Universty Press.

Pinker, S. (1989. Learnablity and Cognition: the Acquisition of Argument Stucture.

Cambridge MA: MIT Press.

Pollard, C & Sag, I. A. (1994) Head-Driven Phrase Stucture Grammar. Chicago:

University of Chicago Press.

60



Prince, A. & Smolenky, P. (1997) Optimality: From Neural Networks to Universal

Grammar. Sdence, 275:16041610.

Quirk, R., Greenbaum, S., Leech, G. & Svartvik, J. (1985). A Conmprehensve Grammar of

the English LanguageLondon:Longmen

Redington, M., Chaer, N. & Finch, S. (1998. Distributond Information: A Powerful Cue

for Acquiring Syntactic Categories. Cognitive Saence, 22: 425469.

Rissanen, J. & Ristad, E. S. (1994) Languaye Acquisition in the MDL Framework. InE. S.

Ristad, (Ed.), LanguageComputation. Philadd phia: American Mathematical Sodety.

Rissanen, J. J. (1976) Generalized Kraft Inequdity and Arithmetic Coding. IBM Joumal of

Research and Developrrent, 20(3): 198-203.
Rissanen, J. (1978. Modding by shortest datadescription. Autormatica, 14: 465471

Rissanen, J. (1983) A universal prior for the integers and estimation by MDL. Annals of

Sttistics, 11(2):416431.

Rissanen, J. & Langdon G. G. Jr. (1979) Arithmetic Coding. IBM Joumal of Research and

Developent, 23(2) 149-162.

Robets, M., Onnis, L., & Chaer, N. (2005) Acquisition and evolution of quasi-regular
languayes: two puzles for the price of one In Talerman, M. (Ed.) LanguageOrigins

Pergpectives on Evolution. Oxford: Oxford University Press.

Shannon, C. E. (1949. A Mathematical Theory of Communication. Bell System Technical

Joumal, 27,379-423& 623656

Solomonoff, R. J. (1960) The mechanization of linguistic learning. In Proceeding of the2nd
International Congress on Cybernetics. Namur, Belgium: Assodation Internaionde de

Cybernzique

61



Solomonoff, R. J. (19643 A Forma Theory of Indudive Inference, Part I. Information and

Control, 7(1): 1-22

Solomonoff, R. J. (19640 A Forma Theory of Indudive Inference, Part Il. Information and

Control, 7(2): 224-254

Starkie, B. (2001) Programming Spoken Dialogs Using Grammatical Inference. In Brooks
M., Corbet, D., and Stumptner, M., (Eds), Al 2001: Advanaes in Artificial Intelligence.
Berlin: Springe.

Stolcke, A. (1994) Bayesian Learning of Probablistic Language Modds. Dodcora
dissertation, Department of Electrical Engineering and Computer Science, University of

California at Berkeley.

Su, Y., Myung, J. and Pitt, M. A. (2005. Minimum Description Length and Cognitive
Modding. In P. D. GrYnwald, J. Myung and M. A. Pitt (eds) Advances in Minimum

Description Length: Theory and Applications Cambridge MA: MIT Press.

Tedl, T. K. & Taylor, C. E. (2000. Effects of Compression on Languaye Evolution. Artificial

Life, 6:129-143

Wallace, C. S. & Boulton, D. M. (1968. An information measure for classification.

Conmputer Journal, 11(2): 185194.

62



